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- What a coarse
orid cannot know

- Learned turbulence closures, and how Al agents help us find out

Syver Dgving Agdestein - CWI Amsterdam - with Benjamin Sanderse
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THE QUESTION

How much turbulence can
a coarse grid know about?

A simulation on a coarse grid sees the flow only through
that grid. What does that view determine, what can it not
determine, and what can we do about the rest?

E
<

Taylor—Green vortex at Re = 3000 becoming turbulent
(vortex structures)



I - COARSE GRIDS

Turbulence has too many scales

DNS: every eddy resolved
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% dashed: lower viscosity, longer tail
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' LES grid cut k = /A
1 10 100

wavenumber k: small eddies to the right (log scale)

Grid-point estimate: Pope, Turbulent Flows (2000), ch. 9

Reynolds number Re: how
turbulent a flow is

Ngrid X R69/4

grid points to resolve every eddy: direct
numerical simulation (DNS)

Large-eddy simulation (LES): a
coarse grid, plus a model for what
lies beyond the cut.



I - COARSE GRIDS

Coarse equations are not closed

Ohu+V-(a®u)+Vp—vVau = =V 7

T = UR@U — U U

The subfilter stress T needs the small scales, which
the coarse grid does not have.

A closure model must supply T from u alone.

DNS grid, 8103: every eddy LES grid, 1283: the filtered flow U



II - LEARNED CLOSURES

[.carn the closure from simulation data
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Input: the resolved velocity a small network, applied at every grid point output: the stress T, symmetric: 6
gradient A, 9 components iIndependent

7'(:17) ~ M@(A(x)), A=Vu

Training data: filtered DNS of forced isotropic turbulence, 3 viscosities x 3 filter widths 5



II - LEARNED CLOSURES

Symmetry: one flow, many views
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the flow in the tub

M(QAQ')

tensor basis (TBNN).

QM(A) Q" forall Q € O

Build it in: share weights over the 48 (G-CNN), or use invariants and a

move it at constant speed:
nothing changes

rotate it: the flow rotates along

mirror it: the flow is mirrored

A cube grid keeps 48 rotations and reflections. A
closure should respect all of them.



II - LEARNED CLOSURES

Two ways to build the symmetry in

G-CNN - share the weights

48 copies of each neuron, one per view

(o) = o D k(h'g) () + b)

heOy,

48 copies of every neuron share one kernel k. Turning the input only
moves the copies around, so the output turns with it.

Random weights, exact symmetry - G-CNN: Cohen & Welling 2016 - TBNN

TBNN - invariants in, a tensor basis out

Tk(S, W)

7 coefficients .'
¥ T

A 5 invariants
i
i

7
M(A) = A’ APD (A, .., As) Ti(S, W)
k=1
The network sees only five invariants, which no turn changes. Seven fixed
tensors built from S and W carry the turn.

: Ling et al. 2016, basis of Stallcup et al. 2022



II - LEARNED CLOSURES

Every architecture hits the same floor

MLP - no built-in symmetry ; ; ><

5
= 0.8- .
c fewer parameters when the symmetry is
i built in
=
-
©
S
. ...but no network gets below
= 25x fewer parametyys, same error
o . - the [loor.
© G-CNN - weights shared o
the floor: : : ~
bk oo "~ pest possible given A The floor: the error of the best possible function of A,
0.4+ TBNN - invariants + tensor basis set by the input, not the architecture.
100 300 1000 3000

trainable parameters (log scale)

Median over 5 seeds; floor from a nonparametric estimate - Agdestein & Sanderse, arXiv:2603.05325



II - LEARNED CLOSURES

Blind to the Reynolds number

A closure that sees only A and A must, by dimensional

L = = analysis, take the form
| A - = —

& 2= ----- * . so it cannot tell apart flows that differ only in viscosity.

add the one dimensionless number the symmetry allows:

M(A) = A2|A]% f(A/|A], Rea) Ren =

- Svmmetry hands the closure its
2 missing input.




II - LEARNED CLOSURES

Now the dissipation stays calibrated

1.6 1 . o
trained in this range

1.4 -
3]
©
X
_‘f 1.2 -
c MLP + Re, input
9
© exact
1.0 — e — — — ———————————-----
)
2

0.8 - dynamic Sma

Reynolds-blind MLP

100 300 1000

Re, of the unseen test flow (log scale)

Six unseen test flows, median over 5 seeds - Agdestein & Sanderse, arXiv:2603.05325

Reynolds-blind: 1.36 = 0.75

drifts from too much to too little

With Re_A: 1.08-1.27

stays calibrated, also beyond the
training range

10



III - BEYOND THE MEAN

One coarse state,
many futures

Three simulations of 3D turbulence:
iIdentical large scales, tiny differences in
the small eddies.

Same resolved initial state.
Different [utures.

Realization 1 Realization 2 Realization 3

DNS

Filtered DNS

Taylor—Green vortex, Re = 1600, 2563 grid. Top: vorticity. Bottom: filtered to what a coarse
model sees.

11



IIT - BEYOND THE MEAN

The best closure 1s an average

the law at the dashed line

.= bestclosuré: the.conditional nean
'.':...- Y ..':.'... s, e '“.' :::: ...“...-_'... - : .:: .i
o0 ’.: . ‘et °0e QR el .o * .

energy drained to small scales

backscatter: energy floves back up .

shape of the local gradient: rotation-dominated - strain-dominated how likely —

/\/l*([}) — E[T ‘ [1] — argmin E HT — ,/\/l([l)H2 Orange: the law of T at the dashed line, and draws from it.
M

One slice of filtered DNS, 900 of 16,384 points - Ideal LES as a conditional average: Adrian (1990) 12



III - BEYOND THE MEAN

So measure the whole law

I [’7’2 ’ A] _ ’M* (A) ‘2 1 tr COV(T ’ A) A mean closure keeps the blue term and drops the orange one: all the spread.
The object Made small by symmetry Measured on new data
p(T | A) 5 55 13 runs
the law of the stress, given the five invariants of A in, five stress new simulations up to 12003, scored on
resolved gradient components out held-out data

Next: how much is left over, what shape it has, and whether it survives in a running LES.

13



III - BEYOND THE MEAN

I'ive numbers in, five out

A in its own axes
two strain rates + three vorticity

+0.62 -0.38 +0.17

+0.38 +0.15 +0.23

-0.17 -0.23 -0.77

Ss = —S1 — S ; lower half = —upper

Chart: Meneveau 2011 - used for subgrid-stress models by Prakash, Jansen & Evans 2022

3-3=0

A traceless gradient has eight numbers. Three of them
only say how it is turned: look along the strain's own
axes and five remain.

Write T In the same axes: its five
components are the output.

So the law is a 5 — 5 conditional density.

Each axis is fixed only up to its sign: a vorticity
convention picks one, and A and T flip together.

14



IIT - BEYOND THE MEAN

The mean explains most of the stress

left over: 14-32%

explained by the best closure: 68-86% ' |

total variance of the subfilter stress the spread only a stochastic closure can supply

T'hat remainder is what a stochastic closure is for:

Best closure given the local gradient - one viscosity, filter widths of 2 to 4 grid spacings 15



IIT - BEYOND THE MEAN

What remains is heavy-tailed

6
1 - == turbulence
- - Gaussian
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coaxial coordinate

Plots: one operating point - numbers: all eleven operating points

65150

kurtosis, against 35 for a Gaussian

3.2-0.2

tail index of the Student-t fit; a Gaussian's
Is infinite

The long talil sits on the forward-

transfer side: extreme stresses
drain energy to the small scales.

16



III - BEYOND THE MEAN

..but two numbers carry most of it

92-93%

of what the law gains over “mean plus
constant Gaussian noise” comes from a
scale o(A) and one tail index.

together: 92.5%

scale o(A) one tail index

everything else

ecooooooon o What the mean leaves out is
the eleven operating points (viscosity x filter width)
low-order.

Share of the likelihood gain, terms added in the order shown, at each of the eleven operating points 17



IIT - BEYOND THE MEAN

[.carn the law where 1t 1s used

A law learned on DNS data loses its whole
' three snapshots of a running LES.

150% -

100%: the advantage it had on DNS data :
100U @S - "ttt s s s s s s s m s m e m o o —ee

Relearned on the LES's own fields, its advantage
even grows: LES errors make the residual more
heavy-tailed.

50% - :
law learned on DNS data

Above 100% means a bigger lead over the Gaussian reference,

0%: no better than mean + Gaussian noise . L :
------ not a better prediction: absolute accuracy still falls.
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1

advantage over mean + Gaussian noise

| I I I

0 1 2 3
snapshots since the LES started from DNS

Quantifies a known effect: Zandonade, Langford & Moser (2004); Parthipan et al. (2023) - LES with a trained CNN closure 18



IIT - BEYOND THE MEAN

A one-point law 1s not yet a closure

fresh noise every step nhoise with memory T/ At

Var( Y At§n> — TAto? —s 0

n=1

Fresh noise at every step
averages away as At = 0.

A stochastic closure without
memory Is deterministic
In disguise.

accumulated random forcing

time - time -

At=01 At=0.01 At=0.001

From the one-point pdf f, “a time or length scale of turbulence cannot be deduced from f”: Pope (1983), p. 3448

19



IIT - BEYOND THE MEAN

A one-point law 1s not yet a closure

fresh noise every step nhoise with memory T/ At

Var( Y At§n> — TAto? —s 0

n=1

Noise with memory keeps its
spread, whatever At.

The measured residual has memory: it
decorrelates in about one strain time. The
one-point law does not fix it.

accumulated random forcing

Next: stochastic LES on Snellius. The first
stage has run; no verdict yet.

time - time -

At=01 At=0.01 At=0.001

From the one-point pdf f, “a time or length scale of turbulence cannot be deduced from f”: Pope (1983), p. 3448 19



IV - HOW THIS WAS DONE

How was all this done?

Of the 442 commits in this project since July, 346 list an Al
agent as co-author:

20



IV - HOW THIS WAS DONE

An agent is a language model that acts

project/ tools
- README .md start here: what we believe now Reference manager: PDFs
- literature/ 327 paper notes )

R | Julia on a desktop GPU
- findings/ why our views changed
- results/ what the data said Supercomputer: 4x H100
- reviews/ adversarial reviews ) _ _

_ | _ git: version history

- scripts/ analysis code (Julia)
- data/ simulation output, figures
- paper/ the manuscript
- decisions.md what we committed to
L gpu-solver/ the multi-GPU simulation code

The prompt decides what it reads, runs and writes. Claims change only after my review.

21



IV - HOW THIS WAS DONE

An agent is a language model that acts

[ 1 - Literature ]

you > Read the next papers; check each claim against its PDF.

project/ tools
- README . md start here: what we believe now Reference manager: PDFs
- literature/ 327 paper notes —~ )
o | Julia on a desktop GPU

- findings/ why our views changed \
- results/ what the data said Supercomputer: 4x H100
- reviews/ adversarial reviews _ _ _

_ | _ Y git: version history
- scripts/ analysis code (Julia)
- data/ simulation output, figures
- paper/ the manuscript .
- decisions.md what we committed to 7 GESG (S 10 e
L gpu-solver/ the multi-GPU simulation code each claim checked against its PDF

The prompt decides what it reads, runs and writes. Claims change only after my review.



IV

- HOW THIS WAS DONE

An agent is a language model that acts

1 - Literature

( 2 - Check a result ]

you > Does the heavy-tall result survive the new simulations?

project/

The prompt decides what it reads, runs and writes. Claims change only after my review.

README . md
literature/
findings/
results/
reviews/
scripts/
data/

paper/
decisions.md
gpu-solver/

start here: what we believe now
327 paper notes

why our views changed

what the data said

adversarial reviews

analysis code (Julia)

simulation output, figures

the manuscript

what we committed to

the multi-GPU simulation code

tools

Reference manager: PDFs
Julia on a desktop GPU
Supercomputer: 4x H100

git: version history

v evidence added to results/

claim change proposed for my review

21



IV

- HOW THIS WAS DONE

An agent is a language model that acts

1 - Literature

2 - Check a result ( 3 - GPU port

|

you > Port the solver to four GPUs; test it against the one-GPU code.

project/

The prompt decides what it reads, runs and writes. Claims change only after my review.

README . md
literature/
findings/
results/
reviews/
scripts/
data/

paper/
decisions.md
gpu-solver/

start here: what we believe now

327 paper notes

why our views changed

what the data said

adversarial reviews

analysis code (Julia)

simulation output, figures

the manuscript /
what we committed to /
the multi-GPU simulation code -

tools

Reference manager: PDFs
Julia on a desktop GPU
Supercomputer: 4x H100

git: version history

v 4 GPUs vs 1 GPU: agree to 2-107*s

tests committed with the code

21



IV

- HOW THIS WAS DONE

An agent is a language model that acts

1 - Literature

2 - Check a result 3 - GPU port

( 4 - Draft the paper

1

you > Draft the results section of the paper.

project/

README . md
literature/
findings/
results/
reviews/
scripts/
data/

paper/
decisions.md
gpu-solver/

start here: what we believe now

327 paper notes

why our views changed

what the data said

adversarial reviews

analysis code (Julia)

simulation output, figures

the manuscript -
what we committed to

the multi-GPU simulation code

The prompt decides what it reads, runs and writes. Claims change only after my review.

tools

Reference manager: PDFs
Julia on a desktop GPU
Supercomputer: 4x H100

git: version history

v results section drafted in paper/

for my review, line by line

21



IV

- HOW THIS WAS DONE

An agent is a language model that acts

1 - Literature

2 - Check a result

3 - GPU port

4 - Draft the paper

[ 5 - Referee review

you > Read the paper as a critical referee: what would you reject, and why?

project/

The prompt decides what it reads, runs and writes. Claims change only after my review.

README . md
literature/
findings/
results/
reviews/
scripts/
data/

paper/
decisions.md
gpu-solver/

start here: what we believe now
327 paper notes

why our views changed

what the data said

adversarial reviews

analysis code (Julia)

simulation output, figures

the manuscript

what we committed to

the multi-GPU simulation code

-y
-
-

tools

Reference manager: PDFs
Julia on a desktop GPU
Supercomputer: 4x H100

git: version history

v referee report in reviews/

each point fixed or answered

21



IV. HOW THIS WAS DONE

This project was built with agents

band height = commits per day first measurements Snellius DNS campaign project review
| paper drafted

records

evidence & claims

literature

ulti-GPU solver

: ' >

| |

July 2026 August September
commits since July; 346 co-  papers summarized, of analysis scripts in Julia DNS runs on Snellius, up claim changes, merged after
written by an agent 541 collected to 12003 my review

Append-only records - every change of claim reviewed on a branch - five automatic checks before every commit 22



HOW THIS WAS DONE

A GPU solver, built by agents

commits per day

1 GPU - reference 4 GPUs - split into slabs

validated, scaled 13-run campaign

first version
II spectral solver
| I : ™ | , >
July August Sept.

® 4 GPUs vs 1GPU: 2:107 s

@ vs a separate FFT code: 1072

. s A -8 =8
v 4 GPUs vs 1 GPU: agree to 2-10-1s vs our earlier solver, At halve.d twice: o " 0@
third order, the one scheme difference
round-off
10-1s 10-12 10-s 10-4

relative difference (log scale)

Spectral Navier—-Stokes on 1 to 4 H100 GPUs - 52 commits, all co-written by an agent - checks from its test records 23



IV - WHAT THIS MEANS

Our job shilts to orchestrating

decide

@ read papers

S,

O write code

© run on GPUs

O analyse data
O draft text

Coding — specifying and verifying
Reading — curating and checking claims
Writing = deciding what we claim

More power Nobody reads it all

<10

depth: all the rest

agents read, try ideas and
draft results in parallel

The bottleneck moves from producing
results to judging them.

24
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symmeltry makes closures 25> smaller
and hands them the Reynolds number:

jk The best closure is an average; what it
: misses is heavy-tailed but low-order.

With agents, our job becomes

O
g 8 orchestrating and judging.

A coarse grid cannot know the small scales, but it can learn their law.

Thank you -arXiv:2603.05325

agdestein.github.io

25



'urther reading

This talk

Agdestein & Sanderse (2026). Approaching the optimal closure:
equivariance, inductive bias, and Reynolds-number generalization in data-
driven LES. arXiv:2603.05325.

Agdestein, Verstappen & Sanderse (2026). Exact expressions for the
unresolved stress in a finite-volume based large-eddy simulation. J.
Comput. Phys. 556, 114810.

Agdestein & Sanderse (2025). Discretize first, filter next: learning
divergence-consistent closure models for large-eddy simulation. J.
Comput. Phys. 522, 113577.

In preparation: the one-point conditional law of the subfilter-scale stress
given the resolved velocity gradient.

Background

Adrian (1990). Stochastic estimation of sub-grid scale motions. Appl.
Mech. Rev. 43(5S), S214-S218.

Langford & Moser (1999). Optimal LES formulations for isotropic
turbulence. J. Fluid Mech. 398, 321-346.

Zandonade, Langford & Moser (2004). Phys. Fluids 16(7), 2255-2271.

Parthipan, Christensen, Hosking & Wischik (2023). Geosci. Model Dev.
16(15), 4501-45109.

Pope (1983). Phys. Fluids 26, 3448-3450 - Thomson (1987). J. Fluid
Mech. 180, 529-556.

Pope (2000). Turbulent Flows. Cambridge University Press.
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